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Fig. 1. The interplay of camera position and focal length allows a photographer to achieve different compositions of the same scene. Moving the camera
away from the scene while increasing the focal length f affects the sense of depth of the scene, as well as the relative magnification of objects at different
depths, see (a) through (c). Note that the woman did not move while these three pictures were being taken. Given a stack of images captured with a fixed focal
length at different distances from the scene, our framework allows us to modify the composition of the scene in post-capture, and leverages multi-perspective
cameras for added flexibility. This is shown in the animation in (d), which can be viewed by clicking on it in a media-enabled PDF viewer, such as Adobe
Reader. The colors overlaying the key-frames of the animation indicate regions imaged with different focal lengths, shown in the visualization on the right.
The static frame shows the final composition and the multi-perspective camera used to render it.

Capturing a picture that “tells a story” requires the ability to create the right
composition. The two most important parameters controlling composition
are the camera position and the focal length of the lens. The traditional
paradigm is for a photographer to mentally visualize the desired picture,
select the capture parameters to produce it, and finally take the photograph,
thus committing to a particular composition. We propose to change this
paradigm. To do this, we introduce computational zoom, a framework that
allows a photographer to manipulate several aspects of composition in post-
processing from a stack of pictures captured at different distances from
the scene. We further define a multi-perspective camera model that can
generate compositions that are not physically attainable, thus extending
the photographer’s control over factors such as the relative size of objects
at different depths and the sense of depth of the picture. We show several
applications and results of the proposed computational zoom framework.

CCS Concepts: « Computing methodologies — Reconstruction; Com-
putational photography; Image-based rendering;
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1 INTRODUCTION

Pictures can be powerful devices of communication when their
composition allows the photographer to tell the right story. By
composition, we refer to the process of adjusting the relative posi-
tions and sizes of foreground and background objects in the image.
Photographers traditionally accomplish this by varying capture pa-
rameters such as the camera position and the focal length of the lens.
When skillfully employed, the interplay of these parameters affects
the resulting image in fundamental ways. One example of this is
shown in Fig. 1(a-c), where the foreground subject is standing in the
exact same position, but the composition (and therefore the “story”)
of each image is fundamentally different. In this case, this was done
by increasing the focal length and moving back the camera.

Figure 1(a) shows that a short focal length provides a large field
of view (FOV), thereby capturing a large portion of the background.
In this case, the image provides a better context of the scene in
which the person is standing. Furthermore, because the camera
is close to the subject, there is more perspective distortion (also
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Fig. 1. Different from traditional cinematography, watching a VR movie offers viewers control over the camera. This poses many questions as to what editing
techniques can be applied in this new scenario. We investigate the perception of continuity while watching edited VR content, gathering eye tracking data
from many observers. We rely on recent cognitive studies, as well as well-established cinematographic techniques, to provide an in-depth analysis of such

data, and to understand how different conditions affect viewers’ gaze behavior.

Traditional cinematography has relied for over a century on a well-established
set of editing rules, called continuity editing, to create a sense of situational
continuity. Despite massive changes in visual content across cuts, viewers
in general experience no trouble perceiving the discontinuous flow of infor-
mation as a coherent set of events. However, Virtual Reality (VR) movies
are intrinsically different from traditional movies in that the viewer con-
trols the camera orientation at all times. As a consequence, common editing
techniques that rely on camera orientations, zooms, etc., cannot be used. In
this paper we investigate key relevant questions to understand how well
traditional movie editing carries over to VR, such as: Does the perception
of continuity hold across edit boundaries? Under which conditions? Does
viewers’ observational behavior change after the cuts? To do so, we rely on
recent cognition studies and the event segmentation theory, which states
that our brains segment continuous actions into a series of discrete, mea-
ningful events. We first replicate one of these studies to assess whether the
predictions of such theory can be applied to VR. We next gather gaze data
from viewers watching VR videos containing different edits with varying
parameters, and provide the first systematic analysis of viewers’ behavior
and the perception of continuity in VR. From this analysis we make a series
of relevant findings; for instance, our data suggests that predictions from the
cognitive event segmentation theory are useful guides for VR editing; that
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different types of edits are equally well understood in terms of continuity;
and that spatial misalignments between regions of interest at the edit boun-
daries favor a more exploratory behavior even after viewers have fixated
on a new region of interest. In addition, we propose a number of metrics to
describe viewers’ attentional behavior in VR. We believe the insights derived
from our work can be useful as guidelines for VR content creation.
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1 INTRODUCTION

Movies are made up of many different camera shots, usually taken at
very different times and locations, separated by cuts. Given that the
resulting flow of information is usually discontinuous in space, time,
and action, while the real world is not, it is somewhat surprising
that the result is perceived as a coherent sequence of events. The
key to maintaining this illusion lies in how these shots are edited
together, for which filmmakers rely on a system called continuity
editing [Bordwell et al. 1997; O’Steen 2009]. Although other techni-
ques exist to link shots together, such as the fade-out, fade-in, or
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Fig. 1. Concept of our method. We envision that design software equips a “Crowdsource” button for running the crowd-powered search for the slider
values that provides perceptually “best” design. To enable this, we present a novel extension of Bayesian optimization, where the system decomposes the
n-dimensional optimization problem into a sequence of one-dimensional line search queries that can be solved by crowdsourced human processors.

Parameter tweaking is a common task in various design scenarios. For exam-
ple, in color enhancement of photographs, designers tweak multiple parame-
ters such as “brightness” and “contrast” to obtain the best visual impression.
Adjusting one parameter is easy; however, if there are multiple correlated
parameters, the task becomes much more complex, requiring many trials
and a large cognitive load. To address this problem, we present a novel ex-
tension of Bayesian optimization techniques, where the system decomposes
the entire parameter tweaking task into a sequence of one-dimensional
line search queries that are easy for human to perform by manipulating a
single slider. In addition, we present a novel concept called crowd-powered
visual design optimizer, which queries crowd workers, and provide a working
implementation of this concept. Our single-slider manipulation microtask
design for crowdsourcing accelerates the convergence of the optimization
relative to existing comparison-based microtask designs. We applied our
framework to two different design domains: photo color enhancement and
material BRDF design, and thereby showed its applicability to various design
domains.
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1 INTRODUCTION

Parameter tweaking is a common task in various design scenarios.
For example, in color enhancement of photographs, designers care-
fully tweak multiple parameters such as “brightness” and “contrast”
to obtain the most visually pleasing results. Similarly, game author-
ing, presentation slide design, procedural modeling, 3D rendering,
etc. involve parameter tweaking. However, manual parameter tweak-
ing is tedious and difficult because the user needs to explore a large
high-dimensional search space by directly controlling many low-
level parameters. The relation between individual parameters and
the result is often unknown, so the user needs to proceed by trial
and error (i.e.,, move a slider, see the result, and move the slider
back). In this process, the user needs to remember the effect of each
parameter during the search, which imposes a significant mental
workload. This exploration is combinatorial, making the task even
more difficult.

A possible approach is to show multiple candidates and let the
user select the best one (e.g., [Marks et al. 1997]); however, it is diffi-
cult to cover a high-dimensional search space with a limited number
of instances, and the task would still not be easy if the number of
candidates is large. Brochu et al. [2007] proposed an alternative,
where a search task is converted into a sequence of simple pairwise
comparison tasks. The user only needs to compare two images pre-
sented by the system and answer which is better. The user needs to
repeat this task multiple times, but this is much easier than dealing
with many sliders at once. The system internally formulates the
problem as a Bayesian optimization and selects candidate images
that can most efficiently lead to the best parameter set. In a sense,
this is a hybrid human-computer cooperative problem solving ap-
proach, where the human performs simple perceptual tasks while
the computer guides the human and integrates the data.
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Fig. 1. Gesture performance influences personality perception. We encode changes in gesture performance into animation stimuli and, through perceptual
studies, identify which motion adjustments are most relevant to personality. Composited above are four gestures from an unaltered performance and four

spatially-warped variations of each used within our study.

Applications such as virtual tutors, games, and natural interfaces increas-
ingly require animated characters to take on social roles while interacting
with humans. The effectiveness of these applications depends on our abil-
ity to control the social presence of characters, including their personality.
Understanding how movement impacts the perception of personality al-
lows us to generate characters more capable of fulfilling this social role.
The two studies described herein focus on gesture as a key component of
social communication and examine how a set of gesture edits, similar to
the types of changes that occur during motion warping, impact the per-
ceived personality of the character. Surprisingly, when based on thin-slice
gesture data, people’s judgments of character personality mainly fall in
a 2D subspace rather than independently impacting the full set of traits
in the standard Big Five model of personality. These two dimensions are
plasticity, which includes extraversion and openness, and stability, which
includes emotional stability, agreeableness, and conscientiousness. A set of
motion properties is experimentally determined that impacts each of these
two traits. We show that when these properties are systematically edited
in new gesture sequences, we can independently influence the character’s
perceived stability and plasticity (and the corresponding Big Five traits), to
generate distinctive personalities. We identify motion adjustments salient
to each judgment and, in a series of perceptual studies, repeatedly generate
four distinctly perceived personalities. The effects extend to novel gesture
sequences and character meshes, and even largely persist in the presence
of accompanying speech. This paper furthers our understanding of how
gesture can be used to control the perception of personality and suggests
both the potential and possible limits of motion editing approaches.
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1 INTRODUCTION

At its heart, character animation should be about creating great
characters - rich, nuanced, and convincing personalities that can
make a lasting impression on an audience and lead them to reflect
on the human condition. Supporting this goal is a ¢ hallenging
research problem, largely because our understanding of how to
use movement to convey personality is limited. Artists may gener-
ate rich characters for particular scenes, but generating interactive
characters that remain consistent across novel situations requires
computational support. In this work, we use perceptual studies to
understand how changes in animated movement impact the percep-
tion of character personality.

Conversational gestures are studied as they play a central role
in nonverbal communication [Knapp et al. 2013] and hence are a
key factor in social settings where personality is likely to be con-
veyed. A carefully selected sample of gesture forms was chosen to
span the main dimensions of conversational gesture: beats, deictics,
metaphorics and iconics [McNeill 1992]. A set of motion edits was
then chosen that typifies the adjustments made during animation
techniques like motion warping and style transfer. Through a series
of perceptual studies, we explored the impact of this set of edit-
ing operations on the perception of character personality. We use
the Big Five (or OCEAN) model to characterize personality [Costa
and McCrae 1992; Wiggins 1996], which is the dominant model of
personality used in psychology research and has been the focus of
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Fig. 1. Standard gaze-contingent rendering (top row) updates the image according to the current gaze prediction. Due to the system latency, during a saccade,
there is a significant mismatch between the rendering and the actual gaze position (b, c). The method moves the foveated region to the actual gaze position
only after a delay equal to the system latency (d). Our technique (bottom row) predicts the ending position of the saccade at its early stage and updates the
image according to the new prediction as soon as it is available (b). Due to the saccadic suppression the user cannot observe the image manipulations during
the saccade (b). When the saccade ends and the suppression is deactivated (c), the observer sees the correct image at the new gaze position with our method.

Gaze-contingent rendering shows promise in improving perceived quality by
providing a better match between image quality and the human visual system
requirements. For example, information about fixation allows rendering
quality to be reduced in peripheral vision, and the additional resources
can be used to improve the quality in the foveal region. Gaze-contingent
rendering can also be used to compensate for certain limitations of display

devices, such as reduced dynamic range or lack of accommodation cues.

Despite this potential and the recent drop in the prices of eye trackers, the
adoption of such solutions is hampered by system latency which leads to
a mismatch between image quality and the actual gaze location. This is
especially apparent during fast saccadic movements when the information
about gaze location is significantly delayed, and the quality mismatch can
be noticed. To address this problem, we suggest a new way of updating
images in gaze-contingent rendering during saccades. Instead of rendering
according to the current gaze position, our technique predicts where the
saccade is likely to end and provides an image for the new fixation location
as soon as the prediction is available. While the quality mismatch during
the saccade remains unnoticed due to saccadic suppression, a correct image
for the new fixation is provided before the fixation is established. This paper
describes the derivation of a model for predicting saccade landing positions
and demonstrates how it can be used in the context of gaze-contingent
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rendering to reduce the influence of system latency on the perceived quality.
The technique is validated in a series of experiments for various combinations
of display frame rate and eye-tracker sampling rate.
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1 INTRODUCTION

Despite the constant improvement of hardware, meeting the quality
demands regarding spatial and temporal resolutions, stereoscopic
presentation, and scene complexity required in current applications
is still a challenging problem. This is manifested in the recent devel-
opments of new mobile platforms as well as virtual and augmented
reality (VR/AR) systems, where both the quality and energy effi-
ciency are limiting factors that have to be tackled to enable full
adoption of these technologies. With the recent advances in afford-
able eye-utracking technology, the above problems can be addressed
by exploiting properties of the human visual system (HVS). The most
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Many approaches to shape comparison and recognition start by establish-
ing a shape correspondence. We “turn the table” and show that quality
shape correspondences can be obtained by performing many shape recogni-
tion tasks. What is more, the method we develop computes a fine-grained,
topology-varying part correspondence between two 3D shapes where the
core evaluation mechanism only recognizes shapes globally. This is made
possible by casting the part correspondence problem in a deformation-driven
framework and relying on a data-driven “deformation energy” which rates
visual similarity between deformed shapes and models from a shape reposi-
tory. Our basic premise is that if a correspondence between two chairs (or
airplanes, bicycles, etc.) is correct, then a reasonable deformation between
the two chairs anchored on the correspondence ought to produce plausible,
“chair-like” in-between shapes.

Given two 3D shapes belonging to the same category, we perform a
top-down, hierarchical search for part correspondences. For a candidate
correspondence at each level of the search hierarchy, we deform one input
shape into the other, while respecting the correspondence, and rate the
correspondence based on how well the resulting deformed shapes resemble
other shapes from ShapeNet belonging to the same category as the inputs.
The resemblance, i.e., plausibility, is measured by comparing multi-view
depth images over category-specific features learned for the various shape
categories. We demonstrate clear improvements over state-of-the-art ap-
proaches through tests covering extensive sets of man-made models with
rich geometric and topological variations.
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1 INTRODUCTION

Shape correspondence is one of the most fundamental and challeng-
ing problems in shape analysis [van Kaick et al. 2010]. The main
difficulty arises when the goal is to match shapes that are dissimilar,
geometrically, topologically, or organizationally. At the forefront
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Fig. 1. Shape correspondences, derived by our hierarchical search, between
3D shapes exhibiting significant geometry and topology variations. Results
at two granularity levels are shown. The topology-varying part matchings
are computed where the core evaluation mechanism only performs shape
recognition with respect to a shape repository. Matched parts share the
same color; unmatched parts are in gray.

of this pursuit, there have been recent attempts to compute fine-
grained, topology-varying shape correspondences, resulting in part
matchings at a fine granularity level [Alhashim et al. 2015; Fish et al.
2016; Kleiman et al. 2015; Tevs et al. 2014].

As the shape dissimilarities become significant, even the most
advanced correspondence methods to date are far from satisfactory.
Yet, humans always seem unfettered by these dissimilarities, owing
mainly to their rich prior knowledge of the shapes and how to match
them. It is then natural to consider a knowledge-driven approach,
e.g., to turn correspondence into a supervised part recognition prob-
lem [Laga et al. 2013; van Kaick et al. 2011]. However, to recognize
fine-grained parts amid significant variations, supervised learning
still faces much challenge from feature space design, data collection,
and label explosion. For example, labeling for the chair and bicycle
models would have to reach the level of individual slats and frames,
which can be tedious. Training directly on user-provided correspon-
dences is an alternative, but collecting fine-grained correspondence
data in the large scale is already a daunting task.
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Fig. 1. We develop GRASS, a Generative Recursive Autoencoder for Shape Structures, which enables structural blending between two 3D shapes. Note the
discrete blending of translational symmetries (slats on the chair backs) and rotational symmetries (the swivel legs). GRASS encodes and synthesizes box
structures (bottom) and part geometries (top) separately. The blending is performed on fixed-length codes learned by the unsupervised autoencoder, without

any form of part correspondences, given or computed.

We introduce a novel neural network architecture for encoding and syn-
thesis of 3D shapes, particularly their structures. Our key insight is that
3D shapes are effectively characterized by their hierarchical organization
of parts, which reflects fundamental intra-shape relationships such as ad-
jacency and symmetry. We develop a recursive neural net (RvNN) based
autoencoder to map a flat, unlabeled, arbitrary part layout to a compact code.
The code effectively captures hierarchical structures of man-made 3D objects
of varying structural complexities despite being fixed-dimensional: an asso-
ciated decoder maps a code back to a full hierarchy. The learned bidirectional
mapping is further tuned using an adversarial setup to yield a generative
model of plausible structures, from which novel structures can be sampled.
Finally, our structure synthesis framework is augmented by a second trained
module that produces fine-grained part geometry, conditioned on global
and local structural context, leading to a full generative pipeline for 3D
shapes. We demonstrate that without supervision, our network learns mean-
ingful structural hierarchies adhering to perceptual grouping principles,
produces compact codes which enable applications such as shape classifica-
tion and partial matching, and supports shape synthesis and interpolation
with significant variations in topology and geometry.
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1 INTRODUCTION

Recent progress on training neural networks for image [van den
Oord et al. 2016b] and speech [van den Oord et al. 2016a] synthe-
sis has led many to ask whether a similar success is achievable in
learning generative models for 3D shapes. While an image is most
naturally viewed as a 2D signal of pixel values and a piece of speech
as a sampled 1D audio wave, the question of what is the canonical
representation for 3D shapes (voxels, surfaces meshes, or multi-view
images) may not always yield a consensus answer. Unlike images or
sound, a 3D shape does not have a natural parameterization over a
regular low-dimensional grid. Further, many 3D shapes, especially
of man-made artifacts, are highly structured (e.g. with hierarchi-
cal decompositions and nested symmetries), while exhibiting rich
structural variations even within the same object class (e.g. consider
the variety of chairs). Hence, the stationarity and compositionality
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Fig. 1. Nonlinear anisotropic damping that matches real-world leaf motion. We experimentally estimated both the leaf elastic nonlinear material, and

our nonlinear damping model, to match the real-world ground truth leaf motion. Our model accommodates anisotropic nonlinear damping, with different
nonlinear damping properties for the leaf bending in the up-down (deformation 1) and left-right directions (deformation 2).

To date, material modeling in physically based computer animation has
largely focused on mass and stiffness material properties. However, defor-
mation dynamics is largely affected also by the damping properties. In this
paper, we propose an interactive design method for nonlinear isotropic and
anisotropic damping of complex three-dimensional solids simulated using
the Finite Element Method (FEM). We first give a damping design method
and interface whereby the user can set the damping properties so that mo-
tion aligned with each of a few chosen example deformations is damped by
an independently prescribed amount, whereas the rest of the deformation
space follows standard Rayleigh damping, or any viscous damping. Next, we
demonstrate how to design nonlinear damping that depends on the magni-
tude of the deformation along each example deformation, by editing a single
spline curve for each example deformation. Our user interface enables an art-
directed and intuitive approach to controlling damping in solid simulations.
We mathematically prove that our nonlinear anisotropic damping general-
izes the frequency-dependent Caughey damping model, when starting from
the Rayleigh damping. Finally, we give an inverse design method whereby
the damping curve parameters can be inferred automatically from high-level
user input, such as the amount of amplitude loss in one oscillation cycle
along each of the chosen example deformations. To minimize numerical
damping for implicit integration, we introduce an accurate and stable im-
plicit integrator, which removes spurious high-frequency oscillations while
only introducing a minimal amount of numerical damping. Our damping
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can generate effects not possible with previous methods, such as control-
lable nonlinear decaying envelopes whereby large deformations are damped
faster or slower than small deformations, and damping anisotropic effects.
We also fit our damping to videos of real-world objects undergoing large
deformations, capturing their nonlinear and anisotropic damping dynamics.
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1 INTRODUCTION

Three-dimensional Finite Element Method (FEM) simulations are
widely used in computer graphics, animation and related fields. The
simulation behavior of a deformable object is uniquely determined
by the mass properties, the underlying “stiffness” strain-stress ma-
terial law, as well as the damping model that irreversibly dissipates
the energy in a vibrating system and causes a decaying trend in the
system response. Despite several previous papers to design and op-
timize the strain-stress relationships, we are not aware of any prior
work on damping design for computer animation. Since the classic
publication of “Theory of Sound” [Rayleigh 1896], characterization
of the damping effects in a vibrating structure has long been an
active research topic in the mechanical engineering field. However,
there is still no single universally accepted damping model [Wood-
house 1998], due to the intricacies involved in understanding the
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