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Fig. 1. Our method enables users to quickly create complex Kirchhoff-Plateau Surfaces such as this automotive concept design. Left: the 3D shapes designed
in this way are equilibrium configurations of pre-stretched fabric membranes structured with planar rod networks (inset figure). Middle: we fabricate these
designs using a filament-based 3D printer that embeds rods directly into the fabric. Right: once cut out, the physical prototype deploys into the desired shape.

We propose a computational tool for designing Kirchhoff-Plateau Surfaces—
planar rod networks embedded in pre-stretched fabric that deploy into
complex, three-dimensional shapes. While Kirchhoff-Plateau Surfaces offer
an intriguing and expressive design space, navigating this space is made dif-
ficult by the highly nonlinear nature of the underlying mechanical problem.
In order to tackle this challenge, we propose a user-guided but computer-
assisted approach that combines an efficient forward simulation model
with a dedicated optimization algorithm in order to implement a powerful
set of design tools. We demonstrate our method by designing a diverse
set of complex-shaped Kirchhoff-Plateau Surfaces, each validated through
physically-fabricated prototypes.
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1 INTRODUCTION

Minimal surfaces have intrigued scientists and engineers for more
than 250 years. Their origins trace back to a problem originally
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raised by Lagrange that later became known as the Plateau problem:
finding a surface of minimum area that spans a given rigid boundary
curve. From an application point of view, minimal surfaces are appre-
ciated not only for their smooth aesthetic appearance, but also for
their inherent material efficiency and structural stability. For these
reasons, minimal surfaces are widely used for light-weight and cost-
efficient structures, ranging from large-scale roofs, canopies, and
shade systems, to acoustic deflectors, light diffusers, and decorative
elements for interior design.

One common way of bringing designs of minimal surfaces to prac-
tice is by using, e.g., fiberglass or metal rods embedded in stretched
fabric, with the added benefit that all components are planar and
easy to manufacture. However, the advantages in terms of weight,
cost, and fabrication come at the price of a much more difficult
design problem—the Generalized Plateau Problem of finding a mini-
mal surface whose tensile forces are in equilibrium with the bend
and twist forces of a given elastic rod [Giomi and Mahadevan 2012;
Giusteri et al. 2016].

In this work, we explore the design and fabrication of Kirchhoff-
Plateau Surfaces (KPS), i.e., networks of thin elastic rods embedded
in pre-stretched membranes. We focus on surfaces that can be manu-
factured by 3D-printing planar rods onto stretched fabric—a process
that was beautifully demonstrated in recent work by [Guberan and
Clopath 2016]. Designing in this space gives rise to several chal-
lenges. First, the path to stable surfaces is fraught with perils such
as nonlinearities, unstable equilibrium points, and bifurcations. Sec-
ond, the space of possible designs is restricted by the fact that (i)
KPS consist of minimal surface patches that, inherently, can only
assume shapes with vanishing mean curvature, and that (ii) the
boundaries of the minimal surface patches can only assume shapes
corresponding to equilibrium states of planar rods.

In light of these challenges, we cannot expect that there exists a
KPS that closely approximates a given target shape in the general
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Fig. 1. We present an image-based method to reconstruct wire objects from a few input images (3 views in our experiments). Our reconstructions faithfully

capture both the 3D geometry and the topology of the wires.

Objects created by connecting and bending wires are common in furniture
design, metal sculpting, wire jewelry, etc. Reconstructing such objects with
traditional depth and image based methods is extremely difficult due to their
unique characteristics such as lack of features, thin elements, and severe
self-occlusions. We present a novel image-based method that reconstructs a
set of continuous 3D wires used to create such an object, where each wire is
composed of an ordered set of 3D curve segments. Our method exploits two
main observations: simplicity - wire objects are often created using only a
small number of wires, and smoothness - each wire is primarily smoothly
bent with sharp features appearing only at joints or isolated points. In light of
these observations, we tackle the challenging image correspondence problem
across featureless wires by first generating multiple candidate 3D curve
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segments and then solving a global selection problem that balances between
image and smoothness cues to identify the correct 3D curves. Next, we
recover a decomposition of such curves into a set of distinct and continuous
wires by formulating a multiple traveling salesman problem, which finds
smooth paths, i.e., wires, connecting the curves. We demonstrate our method
on a wide set of real examples with varying complexity and present high-
fidelity results using only 3 images for each object. We provide the source
code and data for our work in the project website.
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struction; Parametric curve and surface models;
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CurveUps:

Shaping Objects from Flat Plates with Tension-Actuated Curvature
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Fig. 1. CurveUps are printed flat and actuated into doubly curved 3D shapes using pre-stretched elastic membranes.

We present a computational approach for designing CurveUps, curvy shells
that form from an initially flat state. They consist of small rigid tiles that
are tightly held together by two pre-stretched elastic sheets attached to
them. Our method allows the realization of smooth, doubly curved surfaces
that can be fabricated as a flat piece. Once released, the restoring forces of
the pre-stretched sheets support the object to take shape in 3D. CurveUps
are structurally stable in their target configuration. The design process
starts with a target surface. Our method generates a tile layout in 2D and
optimizes the distribution, shape, and attachment areas of the tiles to obtain
a configuration that is fabricable and in which the curved up state closely
matches the target. Our approach is based on an efficient approximate model
and a local optimization strategy for an otherwise intractable nonlinear
optimization problem. We demonstrate the effectiveness of our approach
for a wide range of shapes, all realized as physical prototypes.
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1 INTRODUCTION

The potential of self-transforming structures with complex geome-
tries has inspired numerous researchers from science, engineering,
and art to explore novel materials, multi-material fabrication tech-
niques, and material programmability as enabling technologies. The
underlying transformation mechanism is usually the result of a
complex interaction between materials exerting forces, anisotropic
material distribution, and mechanical stability. Designing such struc-
tures is an active research challenge in computational fabrication, as
it requires finding a physically realizable configuration that satisfies
functional constraints while facing a huge number of degrees of
freedom.

We explore a type of structure that starts from a flat initial con-
figuration and has a static equilibrium that resembles a desired
three-dimensional shape. We propose to use flat pre-stretched elas-
tic sheets as the actuating material, combined with an anisotropic
distribution of disconnected rigid tiles that resemble the geometric
shape of frustums. The tiles, attached to these elastic sheets, embody
the implementation of a transforming mechanism. This transform-
ing mechanism is ideal for building robust, cost-efficient models
while enabling the reproduction of a wide range of shapes. As the
initial configuration is flat, we can use widely available standard
materials with excellent deformation properties, such as latex, as
base materials in the fabrication process. By adjusting the distri-
bution and shape of the tiles, the resulting local curvature can be
influenced and thereby the resulting global shape controlled. The
tiles are rigidly attached to the pre-stretched sheets, which exert
contracting forces on the tiles once released. These forces can be
adjusted by the layout of the tiles as well as by the parameters that
control the attachment location. This construction enables shaping
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for the Modeling of Varying Iridescence
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Classical microfacets

Iridescent microfacets

Goniochromatic effects

Fig. 1. Material appearance such as that of leather is usually reproduced with microfacet models in computer graphics. A more realistic result is achieved by
adding a thin-film coating that produces iridescent colors [Akin 2014]. We replace the classic Fresnel reflectance term with a new Airy reflectance term that
accounts for iridescence due to thin-film interference. Our main contribution consists in an analytical integration of the high-frequency spectral oscillations
exhibited by Airy reflectance, which is essential for practical rendering in RGB. For the leather material on the cHAIR model, we used a thin film of index
n2 = 1.3 and thickness d = 290nm, over a rough dielectric base material (@ = 0.2, 73 = 1). When the scene is rotated, goniochromatic effects such as subtle

purple colors may be observed at grazing angles.

In this work, we introduce an extension to microfacet theory for the render-
ing of iridescent effects caused by thin-films of varying thickness (such as oil,
grease, alcohols, etc) on top of an arbitrarily rough base layer. Our material
model is the first to produce a consistent appearance between tristimulus
(e.g., RGB) and spectral rendering engines by analytically pre-integrating its
spectral response. The proposed extension works with any microfacet-based
model: not only on reflection over dielectrics or conductors, but also on
transmission through dielectrics. We adapt its evaluation to work in multi-
scale rendering contexts, and we expose parameters enabling artistic control
over iridescent appearance. The overhead compared to using the classic
Fresnel reflectance or transmittance terms remains reasonable enough for
practical uses in production.

CCS Concepts: « Computing methodologies — Reflectance modeling;

Additional Key Words and Phrases: Iridescence, SV-BRDF model, spectral
aliasing, thin-film interference
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1 INTRODUCTION

A surface is called iridescent when its color changes when viewed or
lit from different directions. Such goniochromatic effects are due to
interference between light waves that are scattered in a wavelength-
dependent way, hence yielding rich color variations. Iridescent ap-
pearance is common in nature, as with birds, insects, snakes, and
even some fruits; but it also occurs in man-made products such as
with oil leaks, window defects, soap bubbles or car paints. Some
iridescence effects are more subtle and may even go unnoticed to
the untrained eye: these include traces of grease or alcohol (e.g.,
finger traces on kitchen appliance) or finishes to protect base ma-
terials (e.g., leathers, metals). Yet such subtle details are essential
to reproduce the look and feel of real-world materials in computer
graphics imagery [Akin 2014].

Two causes of goniochromism are to be distinguished: diffraction
produced by light reflection on microscopic structures at a scale
similar to the visible wavelengths; interferences produced by light
interaction with films of thickness close to the visible wavelengths.
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Fig. 1. Material reflectance properties are caused by small variations in surface geometry. We separate these surface variations into micro-geometry, of
size larger than the wavelength of visible light, and nano-geometry, of size comparable to the wavelength. The latter produces diffraction effects, with
wavelength-dependent effects. The former corresponds to the classical Cook-Torrance lobe. We explain how these two levels interact and show that combined
together, they reproduce measured materials faithfully, including subtle color shifts.

Adequate reflectance models are essential for the production of photore-
alistic images. Microfacet reflectance models predict the appearance of a
material at the macroscopic level based on microscopic surface details. They
provide a good match with measured reflectance in some cases, but not
always. This discrepancy between the behavior predicted by microfacet
models and the observed behavior has puzzled researchers for a long time.
In this paper, we show that diffraction effects in the micro-geometry provide
a plausible explanation. We describe a two-scale reflectance model, separat-
ing between geometry details much larger than wavelength and those of
size comparable to wavelength. The former model results in the standard
Cook-Torrance model. The latter model is responsible for diffraction effects.
Diffraction effects at the smaller scale are convolved by the micro-geometry
normal distribution. The resulting two-scale model provides a very good
approximation to measured reflectances.
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1 INTRODUCTION

Reflectance properties express how a material interacts with light.
They are responsible for the visual appearance of objects in virtual
scenes, e.g., whether they look shiny, metallic, or plastic. Microfacet
reflectance models are widely used in computer graphics, both in
research and industry. Based on a surface geometric model at the
microscopic level, they predict the overall material aspect at the
macroscopic level. The connection between surface geometry and
material aspect makes it simpler for users to edit materials, e.g.,
making them shinier by decreasing the roughness.

The most commonly used microfacet model is the Cook-Torrance
model [1982]. It assumes that microfacets are made of a specular
material, and that they are much larger than the wavelength of light,
so that the surface response is defined by optical geometry. The main
contributing parameter is the normal distribution function (NDF) of
the microfacets. At the other end of the spectrum, the diffraction
model assumes that surface micro-geometry is comparable in size
with light wavelengths, and predicts material response caused by
diffraction effects due to variations in the optical path length.

Both models provide relatively good fits with measured reflectance
properties for some aspects. However, measured reflectances can
exhibit behaviors that are in contradiction with predictions of either
model. First, the Cook-Torrance model provides a good prediction
of the lobe shape near the specular peak [Ngan et al. 2005] but for
some measured materials, the lobe width varies at different wave-
lengths, contradicting the idea that a single geometry can capture
the entire material response [Butler et al. 2015b]. The shape of the
lobe away from the specular peak corresponds to the prediction of
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Physically-based fur rendering is difficult. Recently, structural differences
between hair and fur fibers have been revealed by Yan et al. (2015), who
showed that fur fibers have an inner scattering medulla, and developed a
double cylinder model. However, fur rendering is still complicated due to
the complex scattering paths through the medulla. We develop a number of
optimizations that improve efficiency and generality without compromising
accuracy, leading to a practical fur reflectance model. We also propose a key
contribution to support both near and far-field rendering, and allow smooth
transitions between them.

Specifically, we derive a compact BCSDF model for fur reflectance with
only 5 lobes. Our model unifies hair and fur rendering, making it easy
to implement within standard hair rendering software, since we keep the
traditional R, TT, and TRT lobes in hair, and only add two extensions to
scattered lobes, TT*® and TRT®. Moreover, we introduce a compression
scheme using tensor decomposition to dramatically reduce the precomputed
data storage for scattered lobes to only 150 KB, with minimal loss of accuracy.
By exploiting piecewise analytic integration, our method further enables
a multi-scale rendering scheme that transitions between near and far field
rendering smoothly and efficiently for the first time, leading to 6 — 8 speed
up over previous work.
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1 INTRODUCTION

Recently, computer-generated virtual animal characters are increas-
ingly used in both films and video games. However, photo-realistic
fur rendering is still a problem due to the complexity of light trans-
port within a fur fiber. Recently, Yan et al. (2015) have developed a
comprehensive physically-based model for fur reflectance, revealing
significant structural differences between hair and fur fibers. Scat-
tering within the central region of a fur fiber, known as the medulla,
results in complicated light paths. Moreover, this complexity directly
leads to significant pre-computation, and limits fur rendering to be
near-field only. Even for hair rendering, efficient far field integration
schemes are lacking. State of the art methods either assume that the
azimuthal section of hair fibers are perfectly smooth (Marschner
et al. 2003) so that the far-field integration can be solved, or resort
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(Yan et al. 2015)  Ours (near field) Ours (multi-scale) (Yan et al. 2015)

ES, 256spp, 11.2s  256spp, 7.4s 256spp, 9.2s  EQ, 1800spp, 75.8s
Fig. 1. (Top row) A rendering of a raccoon model using our practical 5-lobe
reflectance model (illustrated bottom right) and our multi-scale rendering
scheme with 1K samples per pixel. (Bottom row) Insets rendered using
different methods. We use 256 samples per pixel for equal sample (ES)
comparison, and show equal quality (EQ) comparison with Yan et al. (2015).
Our multi-scale model performs more than 8x faster for equal quality while
being practical and efficient. Even our near field model has significantly less

noise than previous work.

to numerical integrations as well as pre-computation (d’Eon et al.
2011).

Motivated by these observations, we aim to improve the effi-
ciency and practicality of fur rendering, and provide a reflectance
model that is simple to implement in modern rendering systems.
Specifically, we describe a near field fur reflectance model in Sec. 4,
focusing on simplicity and accuracy as compared to Yan et al. (2015).
In Sec. 5, we illustrate how our near-field model integrates to far-
field, and propose a novel multi-scale rendering scheme, focusing
on efficiency. Overall, our major contributions are:

Simple reflectance model: Our local illumination model builds
upon the double cylinder model representing the cuticle-cortex-
medulla structure of fur fibers (Fig. 3 (b)). We unify the cortex and
the medulla’s indices of refraction (IORs), removing most of the com-
plicated types of light interactions between them. This simplification
finally results in only 5 lobes in our model (Fig. 3 (c)), compared to
11 lobes previously. In particular, we keep the R, TT, and TRT lobes
in hair models (with intensities modified slightly because of attenua-
tion by the medulla) and only add two new scattered lobes, TT* and
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We present a novel approach to guiding physically based particle simula-
tions using boundary conditions. Unlike commonly used ad hoc particle
techniques for adding and removing the material from a simulation, our
approach is principled by utilizing the concept of volumetric flux. Artists
are provided with a simple yet powerful primitive called a fluxed animated
boundary (FAB), allowing them to specify a control shape and a material
flow field. The system takes care of enforcing the corresponding boundary
conditions and necessary particle reseeding. We show how FABs can be used
artistically or physically. Finally, we demonstrate production examples that
show the efficacy of our method.
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1 INTRODUCTION

Natural phenomena are compelling, important, and pervasive
throughout computer graphics. While physical simulation is guar-
anteed to produce a plausible and realistic simulation, artists are
paradoxically forced to continually re-run simulations to target
story and director needs—the process of art-direction. Developer
and artist time spent on art-direction far exceeds the effort required
for core simulation technology.

Art-direction is achieved either by internal forces and constraints
or by boundary conditions. The former is useful and direct but
when overused undermines scene realism. The latter prescribes
the connection between simulated material and the wider world—
abstracting far-field details into the minimal information needed
for simulation. Moreover, it will always be impossible and undesir-
able to simulate the whole world, so the rest of the world must be
kinematically described or described with a lower resolution simula-
tion. The most common boundary condition controls are kinematic
solids, sources, and sinks, and these tend to create more realistic,
naturalistic simulations.

Volumetrically defined boundary conditions were used frequently
for Eulerian (grid) solvers, but have been downplayed in more recent

* Andrew Selle is currently affiliated with Google.
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Fig. 1. Examples of fluxed animated boundary (FAB) method used for open
water simulations in Disney’s Moana. Each image contains a simulated boat
wake and the top image additionally features a fully simulated breaking
barrel. ©Disney

Lagrangian (particle) solvers. FLIP/APIC and SPH solvers advocate
simple creation and deletion of particles, which makes life seemingly
simpler for an artist—a major source of the solvers’ popularity. Any
artist that knows how to use ubiquitous particle tools [Reeves 1983]
can create and destroy fluid. Accurate sinks and sources, however,
are not correctly modeled without the concept of volumetric flux.
The effect is that artists using stock tools often embrace simple
particle methods and live with poor boundary conditions. Even
worse, practitioners tend to consider boundary conditions only
of discrete objects like “the water” or “the collision object”. This
misses the possibility of amorphous boundaries that change the
active subset of material being simulated. In particular, the view
fails to help define the connection between simulated fluid and
non-simulated fluid in an open ocean example (Figure 3b).

To solve this volumetric control problem for particle solvers, we
introduce the fluxed animated boundary (FAB) method. An artist pro-
vides an animated shape and a material velocity field. The animated

ACM Transactions on Graphics, Vol. 36, No. 4, Article 68. Publication date: July 2017.



Data-Driven Synthesis of Smoke Flows with

CNN-based Feature Descriptors

MENGYU CHU, Technical University of Munich
NILS THUEREY, Technical University of Munich

Volumetric Synthesis

Fluid repository Descriptor learning

E_

>

%+ \ 4

Deformation-limiting advection

Fig. 1. We enable volumetric fluid synthesis with high resolutions and non-dissipative small scale details using CNNs and a fluid flow repository.

We present a novel data-driven algorithm to synthesize high resolution flow
simulations with reusable repositories of space-time flow data. In our work,
we employ a descriptor learning approach to encode the similarity between
fluid regions with differences in resolution and numerical viscosity. We use
convolutional neural networks to generate the descriptors from fluid data
such as smoke density and flow velocity. At the same time, we present a
deformation limiting patch advection method which allows us to robustly
track deformable fluid regions. With the help of this patch advection, we
generate stable space-time data sets from detailed fluids for our repositories.
We can then use our learned descriptors to quickly localize a suitable data
set when running a new simulation. This makes our approach very efficient,
and resolution independent. We will demonstrate with several examples
that our method yields volumes with very high effective resolutions, and
non-dissipative small scale details that naturally integrate into the motions
of the underlying flow.
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1 INTRODUCTION

Resolving the vast amount of detail of natural smoke clouds is a long
standing challenge for fluid simulations in computer graphics. Rep-
resenting this detail typically requires very fine spatial resolutions,
which result in costly simulation runs, and in turn cause painfully
long turn-around times. A variety of powerful methods have been
developed to alleviate this fundamental problem: e.g., improving
the accuracy of the advection step [Kim et al. 2005; Selle et al. 2008],
post-processing animations with additional synthetic turbulence
[Kim et al. 2008; Narain et al. 2008], and speeding up the pressure
projection step [Ando et al. 2015; Lentine et al. 2010].

We take a different perspective to efficiently realize high resolu-
tion flows: we propose to use a large collection of pre-computed
space-time regions, from which we synthesize new high-resolution
volumes. In order to very efficiently find the best match from this
repository, we propose to use novel, flow-aware feature descriptor.
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