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Fig. 1. Image completion results by our approach. The masked area is shown in white. Our approach can generate novel fragments that are not present

elsewhere in the image, such as needed for completing faces; this is not possible with patch-based methods. Photographs courtesy of Michael D Beckwith

(CC0), Mon Mer (Public Domain), davidgsteadman (Public Domain), and Owen Lucas (Public Domain).

We present a novel approach for image completion that results in images

that are both locally and globally consistent. With a fully-convolutional

neural network, we can complete images of arbitrary resolutions by �lling-

in missing regions of any shape. To train this image completion network to

be consistent, we use global and local context discriminators that are trained

to distinguish real images from completed ones. The global discriminator

looks at the entire image to assess if it is coherent as a whole, while the local

discriminator looks only at a small area centered at the completed region to

ensure the local consistency of the generated patches. The image completion

network is then trained to fool the both context discriminator networks,

which requires it to generate images that are indistinguishable from real ones

with regard to overall consistency as well as in details. We show that our

approach can be used to complete a wide variety of scenes. Furthermore, in

contrast with the patch-based approaches such as PatchMatch, our approach

can generate fragments that do not appear elsewhere in the image, which

allows us to naturally complete the images of objects with familiar and

highly speci�c structures, such as faces.

CCS Concepts: • Computing methodologies→ Image processing; Neu-

ral networks;

This work was partially supported by JST ACT-I Grant Number JPMJPR16U3 and JST
CREST Grant Number JPMJCR14D1.
Permission to make digital or hard copies of part or all of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for pro�t or commercial advantage and that copies bear this notice and the full citation
on the �rst page. Copyrights for third-party components of this work must be honored.
For all other uses, contact the owner/author(s).

© 2017 Copyright held by the owner/author(s). 0730-0301/2017/7-ART107 $15.00
DOI: http://dx.doi.org/10.1145/3072959.3073659

Additional Key Words and Phrases: image completion, convolutional neural

network

ACM Reference format:

Satoshi Iizuka, Edgar Simo-Serra, and Hiroshi Ishikawa. 2017. Globally and

Locally Consistent Image Completion. ACM Trans. Graph. 36, 4, Article 107

(July 2017), 14 pages.

DOI: http://dx.doi.org/10.1145/3072959.3073659

1 INTRODUCTION

Image completion is a technique that allows �lling-in target regions
with alternative contents. This allows removing unwanted objects
or generating occluded regions for image-based 3D reconstruction.
Although many approaches have been proposed for image comple-
tion, such as patch-based image synthesis [Barnes et al. 2009; Darabi
et al. 2012; Huang et al. 2014; Simakov et al. 2008; Wexler et al. 2007],
it remains a challenging problem because it often requires high-level
recognition of scenes. Not only is it necessary to complete textured
patterns, it is also important to understand the anatomy of the scene
and objects being completed. Based on this observation, in this work
we consider both the local continuity and the global composition of
the scene, in a single framework for image completion.
Our work builds upon the recently proposed Context Encoder

(CE) approach [Pathak et al. 2016], which employs a Convolutional
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Fig. 1. From the input image (a), which exhibits a complex symmetry under perspective and with irregularities, our method automatically recovers the
dominant symmetry transformation (b), and its spatial support map (lower right). Recovering this symmetry transformation facilitates a plethora of image
editing applications. For example, we can analyse the transformation to compute its projective component and rectify the image (c). We can use it to facilitate
symmetry-aware image completion, as we demonstrate by expanding the original image to a canvas twice the size while preserving the structure of the
content (d). We can also use the transformation to propagate any edits we make along the symmetry (e). Source image: © Adobe Stock

Natural images often exhibit symmetries that should be taken into account
when editing them. In this paper we present Nautilus — a method for au-
tomatically identifying symmetric regions in an image along with their
corresponding symmetry transformations. We compute dense local simi-
larity symmetry transformations using a novel variant of the Generalised
PatchMatch algorithm that uses Metropolis-Hastings sampling. We combine
and re�ne these local symmetries using an extended Lucas-Kanade algorithm
to compute regional transformations and their spatial extents. Our approach
produces dense estimates of complex symmetries that are combinations of
translation, rotation, scale, and re�ection under perspective distortion. This
enables a number of automatic symmetry-aware image editing applications
including inpainting, recti�cation, beauti�cation, and segmentation, and we
demonstrate state-of-the-art applications for each of them.
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1 INTRODUCTION
Symmetries occur all around us; both natural organisms (like the am-
monite shown in Fig. 1) and man-made objects exhibit symmetries
in shape, texture, and form. These symmetries result in repetitive
patterns that play a vital role in the human perception of natural im-
ages. Symmetries have been studied extensively (see Liu et al. [2009]
for an overview), and it is important to properly account for them
in image manipulation applications like image inpainting [He and
Sun 2012; Huang et al. 2013], image resizing [Wu et al. 2010], image
segmentation [Teo et al. 2015], perspective recti�cation [Pritts et al.
2014], and planarisation of textured surfaces [Liu et al. 2015]. These
techniques discover symmetric repetitions of image patterns and
use them as high-level constraints for the underlying manipulation
algorithm. However, all these works detect only a small constrained
set of symmetries like fronto-parallel translational regularity [He
and Sun 2012] or translations under perspective [Huang et al. 2014;
Liu et al. 2015; Wu et al. 2010].

The goal of our work is to enable a general class of symmetry-
aware image editing operations. This requires us to address two
important aspects: �rst, we need to handle a broad range of complex
symmetries. Second, in order to edit an image, we need to isolate
the region of the image that an estimated symmetry applies to. To
this end, we present a method to estimate general symmetry trans-
formations that are combinations of translation, rotation, scale, and
re�ection, even under perspective distortions. Our approach is more
powerful than common symmetry detection schemes, since it is
not limited to a single type of symmetry (e.g. a translational grid).
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