






Deep Extraction of Manga Structural Lines

CHENGZE LI, XUETING LIU, TIEN-TSIN WONG, Department of Computer Science and Engineering,The Chinese
University of Hong Kong and Guangdong Provincial Key Laboratory of Computer Vision and Virtual Reality Technology,
Shenzhen Institutes of Advanced Technology, Chinese Academy of Sciences, Shenzhen, China

Fig. 1. Our method automatically extracts structural lines and removes textures from manga images. ©Takarai Rihito

Extraction of structural lines from pattern-rich manga is a crucial step
for migrating legacy manga to digital domain. Unfortunately, it is very
challenging to distinguish structural lines from arbitrary, highly-structured,
and black-and-white screen patterns. In this paper, we present a novel data-
driven approach to identify structural lines out of pattern-rich manga, with
no assumption on the patterns. The method is based on convolutional neural
networks. To suit our purpose, we propose a deep network model to handle
the large variety of screen patterns and raise output accuracy. We also
develop an efficient and effective way to generate a rich set of training data
pairs. Our method suppresses arbitrary screen patterns no matter whether
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these patterns are regular, irregular, tone-varying, or even pictorial, and
regardless of their scales. It outputs clear and smooth structural lines even
if these lines are contaminated by and immersed in complex patterns. We
have evaluated our method on a large number of mangas of various drawing
styles. Our method substantially outperforms state-of-the-art methods in
terms of visual quality. We also demonstrate its potential in various manga
applications, including manga colorization, manga retargeting, and 2.5D
manga generation.
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Fig. 1. Our novel neural network architecture can reproduce sophisticated image enhancements with inference running in real time at full HD resolution on
mobile devices. It can not only be used to dramatically accelerate reference implementations, but can also learn subjective effects from human retouching.

Performance is a critical challenge in mobile image processing. Given a ref-
erence imaging pipeline, or even human-adjusted pairs of images, we seek
to reproduce the enhancements and enable real-time evaluation. For this,
we introduce a new neural network architecture inspired by bilateral grid
processing and local affine color transforms. Using pairs of input/output im-
ages, we train a convolutional neural network to predict the coefficients of a
locally-affine model in bilateral space. Our architecture learns to make local,
global, and content-dependent decisions to approximate the desired image
transformation. At runtime, the neural network consumes a low-resolution
version of the input image, produces a set of affine transformations in bilat-
eral space, upsamples those transformations in an edge-preserving fashion
using a new slicing node, and then applies those upsampled transformations
to the full-resolution image. Our algorithm processes high-resolution im-
ages on a smartphone in milliseconds, provides a real-time viewfinder at
1080p resolution, and matches the quality of state-of-the-art approximation
techniques on a large class of image operators. Unlike previous work, our
model is trained off-line from data and therefore does not require access to
the original operator at runtime. This allows our model to learn complex,
scene-dependent transformations for which no reference implementation is
available, such as the photographic edits of a human retoucher.

CCS Concepts: • Computing methodologies → Computational pho-
tography; Image processing;
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1 INTRODUCTION
The high resolution of images and videos produced by contemporary
cameras and mobile devices puts significant performance pressure
on image processing algorithms, requiring sophisticated code op-
timization by skilled programmers. While systems contributions
have sought to facilitate the implementation of high-performance
executables, e.g. [Hegarty et al. 2014; Mullapudi et al. 2016; Ragan-
Kelley et al. 2012], they require programmer expertise, their runtime
cost still growswith the complexity of the pipeline, and they are only
applicable when source code is available for the filters. Addition-
ally, because image enhancement is subjective, it is often desirable
to learn an enhancement model directly from human adjustments,
e.g. [Bychkovsky et al. 2011]. To this end, we present a machine
learning approach where the effect of a reference filter, pipeline, or
even subjective manual photo adjustment is learned by a deep net-
work that can be evaluated quickly and with cost independent of the
reference’s complexity. We focus on photographic enhancements
that do not spatially warp the image or add new edges, e.g. [Aubry
et al. 2014; Hasinoff et al. 2016].
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Fig. 1. Our proposed method colorizes a grayscale image (le�), guided by sparse user inputs (second), in real-time, providing the capability for quickly
generating multiple plausible colorizations (middle to right). Photograph of Migrant Mother by Dorothea Lange, 1936 (Public Domain).

We propose a deep learning approach for user-guided image colorization.
�e system directly maps a grayscale image, along with sparse, local user
“hints” to an output colorization with a Convolutional Neural Network (CNN).
Rather than using hand-de�ned rules, the network propagates user edits by
fusing low-level cues along with high-level semantic information, learned
from large-scale data. We train on a million images, with simulated user
inputs. To guide the user towards e�cient input selection, the system
recommends likely colors based on the input image and current user inputs.
�e colorization is performed in a single feed-forward pass, enabling real-
time use. Even with randomly simulated user inputs, we show that the
proposed system helps novice users quickly create realistic colorizations,
and o�ers large improvements in colorization quality with just a minute
of use. In addition, we demonstrate that the framework can incorporate
other user “hints” to the desired colorization, showing an application to
color histogram transfer.

CCS Concepts: •Computing methodologies →Image manipulation;
Computational photography; Neural networks;

Additional Key Words and Phrases: Colorization, Edit propagation, Interac-
tive colorization, Deep learning, Vision for graphics
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1 INTRODUCTION
�ere is something uniquely and powerfully satisfying about the
simple act of adding color to black and white imagery. Whether as
a way of rekindling old, dormant memories or expressing artistic
creativity, people continue to be fascinated by colorization. From
remastering classic black and white �lms, to the enduring popularity
of coloring books for all ages, to the surprising enthusiasm for
various (o�en not very good) automatic colorization bots online1,
this topic continues to fascinate the public.

In computer graphics, two broad approaches to image coloriza-
tion exist: user-guided edit propagation and data-driven automatic
colorization. In the �rst paradigm, popularized by the seminal
work of Levin et al. (2004), a user draws colored strokes over a
grayscale image. An optimization procedure then generates a col-
orized image that matches the user’s scribbles, while also adhering
to hand-de�ned image priors, such as piecewise smoothness. �ese
methods can achieve impressive results but o�en require intensive
user interaction (sometimes over ��y strokes), as each di�erently

1e.g., h�p://demos.algorithmia.com/colorize-photos/
* indicates equal contribution

ACM Transactions on Graphics, Vol. 36, No. 4, Article 119. Publication date: July 2017.

http://demos.algorithmia.com/colorize-photos/


Visual Attribute Transfer through Deep Image Analogy

JING LIAO, Microsoft Research Asia
YUAN YAO, Shanghai Jiao Tong University
LU YUAN, Microsoft Research Asia
GANG HUA, Microsoft Research Asia
SING BING KANG, Microsoft Research

: :: :

: :: :

A (input) A′ (output) B (output) B′ (input)

Fig. 1. Our technique allows us to establish semantically-meaningful dense correspondences between two input imagesA and B′.A′ and B are the reconstructed
results subsequent to transfer of visual attributes. The inputs images (from left to right, top to bottom), by Franz Xaver Winterhalter, Leonardo da Vinci,
Gunilla G / Flickr, Brandy Woods / FineArtAmerica.

We propose a new technique for visual attribute transfer across images that

may have very different appearance but have perceptually similar semantic

structure. By visual attribute transfer, we mean transfer of visual information

(such as color, tone, texture, and style) from one image to another. For

example, one image could be that of a painting or a sketch while the other

is a photo of a real scene, and both depict the same type of scene.

Our technique finds semantically-meaningful dense correspondences be-

tween two input images. To accomplish this, it adapts the notion of “image

analogy" [Hertzmann et al. 2001] with features extracted from a Deep Con-

volutional Neutral Network for matching; we call our technique deep image
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analogy. A coarse-to-fine strategy is used to compute the nearest-neighbor

field for generating the results. We validate the effectiveness of our proposed

method in a variety of cases, including style/texture transfer, color/style

swap, sketch/painting to photo, and time lapse.
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1 INTRODUCTION
Many types of compelling image stylization effects have been demon-

strated over the years, including color transfer, texture transfer, and

style transfer. Their appeal is especially strong in the context of

social media, where photo sharing and entertainment are important

elements. A number of popular apps such as Prisma and Facetune

have successfully capitalized on this appeal.
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Orthotropic k-nearest foams for additive manufacturing
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Fig. 1. 3D printed objects. Le�: A comfy chair inspired by the work of designer Lilian van Daal. The orthotropic material is oriented to give a so� response on
the seat and the back, while keeping other directions rigid. Right: Illustrative example of a gear made lighter by filling it with an orthotropic microstructure
oriented against the surface to resist pressure.

Additive manufacturing enables the fabrication of objects embedding meta-
materials. By creating �ne-scale structures, the object’s physical properties
can be graded (e.g. elasticity, porosity), even though a single base mate-
rial is used for fabrication. Designing the �ne and detailed geometry of a
metamaterial while attempting to achieve speci�c properties is di�cult. In
addition, the structures are intended to �ll comparatively large volumes,
which quickly leads to large data structures and intractable simulation costs.
Thus, most metamaterials are de�ned as periodic structures repeated in
regular lattices. The periodicity simpli�es modeling, simulation, and re-
duces memory costs – however it limits the possibility to smoothly grade
properties along free directions.

In this work, we propose a novel metamaterial with controllable, freely
orientable, orthotropic elastic behavior – orthotropy means that elasticity
is controlled independently along three orthogonal axes, which leads to
materials that better adapt to uneven, directional load scenarios, and o�er
a more versatile material design primitive. The �ne-scale structures are
generated procedurally by a stochastic process, and resemble a foam. The
absence of global organization and periodicity allows the free gradation
of density, orientation, and stretch, leading to the controllable orthotropic
behavior. The procedural nature of the synthesis process allows it to scale
to arbitrarily large volumes at low memory costs.

We detail the foam structure synthesis, analyze and discuss its properties
through numerical and experimental veri�cations, and �nally demonstrate
the use of orthotropic materials for the design of 3D printed objects.

CCS Concepts: • Computing methodologies → Shape modeling;

Additional Key Words and Phrases: 3D printing, additive manufacturing,
procedural modeling, material design, metamaterials
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1 INTRODUCTION
Additive manufacturing (AM) enables the fabrication of objects hav-
ing internal microstructures, with feature sizes in the order of tens
of microns. The microstructures modify the large scale behavior of
the �lled volumes, for instance making them lighter but still rigid
enough for their intended purpose. Thus, microstructures can be
used to fabricate metamaterials, the physical properties of which
emerge from the local geometric arrangements.

The design of microstructures raises several challenges that di-
rectly relate to computer graphics. Their �ne and detailed structures,
intended to �ll comparatively large volumes, quickly lead to tedious
modeling, large data structures, and intractable simulation costs. In
addition, a major interest in using microstructures with AM is the
ability to grade material properties within a volume. This a�ords for
materials that can adapt to local conditions, such as being lighter
and porous where a part is subject to lower stress. This signi�cantly
complicates the design task, as the internal structures have to be
speci�cally tailored for each object.

In this work we propose to focus on microstructures that behave
like orthotropic materials; that is, their expected elastic behavior
di�ers along orthogonal axes, which can be freely oriented. Or-
thotropic materials are found in nature: most woods, as well as
bones exhibit this behavior. Orthotropy allows the material to bet-
ter adapt to uneven load scenarios: they can be oriented such that
their most rigid axis aligns against the largest stress vectors [Ped-
ersen 1989].

In general, orthotropic materials o�er more subtle trade-o�s than
isotropic ones. Beyond mechanical engineering, they also allow for
greater design �exibility as witnessed for instance by the work
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Worst-Case Stress Relief for Microstructures
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Additive fabrication technologies are limited by the types of material they
can print: while the technologies are continuously improving, still only a
relatively small discrete set of materials can be used in each printed object.
At the same time, the low cost of introducing geometric complexity suggests
the alternative of controlling the elastic material properties by producing
microstructures, which can achieve behaviors significantly differing from the
solid printing material. While promising results have been obtained in this
direction, fragility is a significant problem blocking practical applications,
especially for achieving soft material properties: due to stress concentrations
at thin joints, deformations and repeated loadings are likely to cause fracture.

We present a set of methods to minimize stress concentrations in mi-
crostructures by evolving their shapes. First, we demonstrate that the worst-
case stress analysis problem (maximizing a stress measure over all possible
unit loads) has an exact solution for periodic microstructures. We develop a
new, accurate discretization of the shape derivative for stress objectives and
introduce a low-dimensional parametric shape model for microstructures.
This model supports robust minimization of maximal stress (approximated
by an Lp norm with high p) and an efficient implementation of printability
constraints. In addition to significantly reducing stresses (by a typical factor
of 5×), the new method substantially expands the range of effective material
properties covered by the collection of structures.

CCS Concepts: • Computing methodologies→ Physical simulation;Mesh
geometry models; • Applied computing → Computer-aided design;

Additional Key Words and Phrases: additive fabrication, microstructures, de-
formable objects, homogenization, shape optimization, goal-based material
design, stress minimization

ACM Reference format:
Julian Panetta, Abtin Rahimian, and Denis Zorin. 2017. Worst-Case Stress
Relief for Microstructures. ACM Trans. Graph. 36, 4, Article 122 (July 2017),
16 pages.
https://doi.org/http://dx.doi.org/10.1145/3072959.3073649

1 INTRODUCTION
Most additive fabrication technologies share the distinctive feature
that printing cost is primarily determined by the amount of material
used and is generally independent of the object’s complexity. These
characteristics make it practical to fabricate small-scale structures,
which can be used to fine-tune the object’s deformation behavior
and achieve more effective designs for classical problems (e.g., maxi-
mizing a design’s strength under particular loads while constraining
its weight). More generally, spatially varying effective material prop-
erties, including exotic properties such as negative Poisson’s ratio,
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Fig. 1. We design microstructures emulating a desired material while
simultaneously experiencing minimized peak stresses under the worst-
case load. Here we show two structures with identical macroscopic
properties. Our optimization smoothes out the stress concentrations
seen in red on the left, creating a robust, organic microstructure. The
meshes are shaded with our novel worst-case micro-stress measure.

can be achieved on even a single-material printer using fine-scale
structures (microstructures).

Geometric complexity is typically associated with high curvature
variation and negatively-curved regions. These surface features
are well-known to generate high stress concentrations, which may
preclude practical applications: even moderate loads may result
in cracks or plastic deformations. While the task of distributing
stress evenly is essential to many mechanical design problems, it
is particularly important for complex geometry, where it is more
difficult to address on an ad hoc basis. Optimal designs, minimizing
the maximal stress norm subject to a set of constraints, tend to
be smooth, “organic” free-form structures; small surface variations
often result in significant changes in local stress.

Shape modeling tools have addressed the problem of creating low-
stress designs in a variety of ways, primarily by providing engineers
with techniques to add fillets and blends. These approaches are based
on the intuition that eliminating sharp concave corners improves
stress behavior, and engineers tend to make specific choices of
geometry based on prior experience and trial and error.

Shape and topology optimization provide a principled approach
to solving this problem and have been used with success to optimize
various functionals, most commonly compliance. However, success
has been limited so far in minimizing max stress accurately and
efficiently. Moreover, the typical setting for stress minimization is
to specify a load the structure is required to support. In many cases,
especially the case of microstructure design we consider, the loads
are not known in advance; worst-case analysis is then needed in
the optimization loop, i.e. determining at each iteration the loads
causing the highest maximal stress.

In this paper, we focus on optimizing microstructures: assemblies
of small cells, each filled with a pattern that, when periodically
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Printing setup Spatial patterns Printed result under varying lighting

Fig. 1. Left: Our setup consists of a DLP projector modified to project UV light, a focusing lens, and five electromagnets surrounding a target (not visible)
coated with magnetic flakes in a UV-curable resin. Center: We use the electromagnets to orient the flakes in three configurations, then solidify the resin in
particular spatial patterns. Right: Observing the surface under different illumination directions, we see that it exhibits spatially-varying reflectance.

The ability to fabricate surfaces with fine control over bidirectional re-

flectance (BRDF) is a long-standing goal in appearance research, with ap-

plications in product design and manufacturing. We propose a technique

that embeds magnetic flakes in a photo-cured resin, allowing the orien-

tation distribution of those flakes to be controlled at printing time using

a magnetic field. We show that time-varying magnetic fields allow us to

control off-specular lobe direction, anisotropy, and lobe width, while using

multiple spatial masks displayed by a UV projector allows for spatial vari-

ation. We demonstrate optical effects including bump maps: flat surfaces

with spatially-varying specular lobe direction.
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1 INTRODUCTION
There has been considerable recent progress on digital fabrication

of objects, providing for fine control over geometry and appearance.

A long-term goal is to provide designers with the ultimate in flex-

ibility: being able to create an object with arbitrary shape, where

the reflectance at each point can be set to an arbitrary physically-

realizable bidirectional reflectance distribution function (BRDF).

While there has been recent progress towards this goal, existing

methods are limited in the reflectance they can reproduce. They

are usually restricted to isotropic reflectance [Matusik et al. 2009;

Dong et al. 2010; Hašan et al. 2010; Papas et al. 2013] or simple

patterns of anisotropy [Lan et al. 2013; Levin et al. 2013; Ye et al.

2014].

In this work we aim to broaden the set of BRDFs that may be

fabricated using inexpensive and practical means. We use inks

with reflective magnetic flakes, whose orientation distribution may

be controlled by applying an external magnetic field [Pratt and

Salzberg 1947]. These particles are embedded in a carrier liquid

that lets them rotate, but is also UV-curable. We can therefore se-

lectively fix the flakes in place, allowing us to create a surface with

spatially-varying flake orientations, hence spatially varying BRDF.

Our approach is inspired by micro-facet BRDF models [Cook and

Torrance 1982; Ashikmin et al. 2000], in which the major features

of the BRDF come from the distribution of facet orientations in a

small surface element. Instead of facets on a surface, we print using
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Fig. 1. We introduce a novel color reproduction method for 3D printing. In contrast to halftoning techniques that create colors by spatial combination of inks
on the surface, our method creates colors by superposing inks inside the printed volume. This mitigates a variety of artifacts associated with halftoning. Parts
(a) and (b) of the figure show the preview of an image generated using clustered-dot rotated halftoning and error-diffusion halftoning, respectively. Part (c)
shows a photograph of the 3D printed image using our technique. Parts (d), (e) and (f) present three examples fabricated with our technique on a custom,
multi-material 3D printer.

Appearance reproduction is an important aspect of 3D printing. Current color
reproduction systems use halftoning methods that create colors through a
spatial combination of different inks at the object’s surface. This introduces
a variety of artifacts to the object, especially when viewed from a closer
distance. In this work, we propose an alternative color reproduction method
for 3D printing. Inspired by the inherent ability of 3D printers to layer
different materials on top of each other, 3D color contoning creates colors by
combining inks with various thicknesses inside the object’s volume. Since
inks are inside the volume, our technique results in a uniform color surface
with virtually invisible spatial patterns on the surface. For color prediction,
we introduce a simple and highly accurate spectral model that relies on
a weighted regression of spectral absorptions. We fully characterize the
proposed framework by addressing a number of problems, such as material
arrangement, calculation of ink concentration, and 3D dot gain. We use a
custom 3D printer to fabricate and validate our results.

CCS Concepts: • Computing methodologies→ Reflectance modeling;
Image processing; Perception; •Hardware→Printers;Displays and imagers;

Additional Key Words and Phrases: Fabrication, 3D Printing, Color, Halfton-
ing, Color reproduction
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1 INTRODUCTION
Additive manufacturing enables the design and reproduction of intri-
cate geometries, and fabrication of novel multi-material composites
which cannot be created using existing manufacturing techniques.
A novel research area enabled by additive manufacturing is the
fabrication of objects with a desired appearance. For many appli-
cations, reproducing the diffuse color is sufficient to guarantee an
appearance reproduction without objectionable differences.

Color reproduction is a mature field in 2D printing. Almost all 2D
printers are restricted to depositing discrete choices of materials at
any given point on the surface. Therefore, halftoning techniques are
employed to create an illusion of continuous-tone colors. Halftoning
takes advantage of the human visual system that, due to its low-pass
filtering property, integrates a set of discrete dispersed dots across
a surface into a single color [Baqai et al. 2005]. Although halftoning
is a clever solution for devices with binary tone reproduction, it has
some drawbacks. Most importantly, the spatial halftone patterns can
introduce visual artifacts which are particularly noticeable when
the printed image is viewed from a close distance.
Similarly to 2D printers, 3D printers are also “discrete” devices

and share the same restrictions. Instead of adapting 2D color repro-
duction methods to 3D printing [Brunton et al. 2015; Reiner et al.
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BendSketch: Modeling Freeform Surfaces Through 2D Sketching
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Fig. 1. Five freeform shapes created by our sketch-based modeling approach, with the corresponding planar sketches. The curvy container is a single surface
patch, the crane, pillow and teapot are each made from two symmetric surface patches, and the skirt is made from two surface patches sketched individually.
The annotations for the sketched strokes are defined in Sec. 3.2.

Sketch-based modeling provides a powerful paradigm for geometric model-
ing. Recent research had shown, sketch based modeling methods are most
e�ective when targeting a speci�c family of surfaces. A large and growing
arsenal of sketching tools is available for di�erent types of geometries and
di�erent target user populations. Our work augments this arsenal with a new
and powerful tool for modeling complex freeform shapes by sketching sparse
2D strokes; our method complements existing approaches in enabling the
generation of surfaces with complex curvature patterns that are challenging
to produce with existing methods.

To model a desired surface patch with our technique, the user sketches the
patch boundary as well as a small number of strokes representing the major
bending directions of the shape. Our method uses this input to generate a
curvature �eld that conforms to the user strokes and then uses this �eld to
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derive a freeform surface with the desired curvature pattern. To infer the
surface from the strokes we �rst disambiguate the convex versus concave
bending directions indicated by the strokes and estimate the surface bending
magnitude along the strokes. We subsequently construct a curvature �eld
based on these estimates, using a non-orthogonal 4-direction �eld coupled
with a scalar magnitude �eld, and �nally construct a surface whose curvature
pattern re�ects this �eld through an iterative sequence of simple linear
optimizations.

Our framework is well suited for single-view modeling, but also supports
multi-view interaction, necessary to model complex shapes portions of
which can be occluded in many views. It e�ectively combines multi-view
inputs to obtain a coherent 3D shape. It runs at interactive speed allowing for
immediate user feedback. We demonstrate the e�ectiveness of the proposed
method through a large collection of complex examples created by both
artists and amateurs. Our framework provides a useful complement to the
existing sketch-based modeling methods.

CCS Concepts: • Computing methodologies → Mesh models;

Additional Key Words and Phrases: sketch, freeform shape, curvature �eld,
multi-view
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