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Fig. 1. (Left) Water filling a river bed surrounded by a canyon, with effective resolution 5122 x 1024. Three refinement levels are used, based on proximity to the
terrain. (Right) Sources inject water into a container and collide to form a thin sheet, with effective resolution 5123, Adaptivity pattern shown on background.

We present an efficient and scalable octree-inspired fluid simulation frame-
work with the flexibility to leverage adaptivity in any part of the computa-
tional domain, even when resolution transitions reach the free surface. Our
methodology ensures symmetry, definiteness and second order accuracy of
the discrete Poisson operator, and eliminates numerical and visual artifacts
of prior octree schemes. This is achieved by adapting the operators acting
on the octree’s simulation variables to reflect the structure and connectiv-
ity of a power diagram, which recovers primal-dual mesh orthogonality
and eliminates problematic T-junction configurations. We show how such
operators can be efficiently implemented using a pyramid of sparsely popu-
lated uniform grids, enhancing the regularity of operations and facilitating
parallelization. A novel scheme is proposed for encoding the topology of
the power diagram in the neighborhood of each octree cell, allowing us to
locally reconstruct it on the fly via a lookup table, rather than resorting
to costly explicit meshing. The pressure Poisson equation is solved via a
highly efficient, matrix-free multigrid preconditioner for Conjugate Gradi-
ent, adapted to the power diagram discretization. We use another sparsely
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populated uniform grid for high resolution interface tracking with a narrow
band level set representation. Using the recently introduced SPGrid data
structure, sparse uniform grids in both the power diagram discretization
and our narrow band level set can be compactly stored and efficiently up-
dated via streaming operations. Additionally, we present enhancements to
adaptive level set advection, velocity extrapolation, and the fast marching
method for redistancing. Our overall framework gracefully accommodates
the task of dynamically adapting the octree topology during simulation. We
demonstrate end-to-end simulations of complex adaptive flows in irregularly
shaped domains, with tens of millions of degrees of freedom.
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1 INTRODUCTION

Liquids exhibit complex and detailed motion across a vast range
of scales, from tiny ripples to huge waves; this fact motivates the
desire for liquid simulation tools that can handle ever increasing
levels of resolution. While a key avenue towards this goal is the
development of more efficient numerical methods on regular uni-
form grids that conserve mass with large time steps [Chentanez and
Miiller 2012; Lentine et al. 2011, 2012] and allow for fast pressure
projection [Ando et al. 2015; Dick et al. 2016; Lentine et al. 2010; Liu
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Generic Objective Vortices for Flow Visualization
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In flow visualization, vortex extraction is a long-standing and unsolved prob-
lem. For decades, scientists developed numerous definitions that characterize
vortex regions and their corelines in different ways, but none emerged as
ultimate solution. One reason is that almost all techniques have a fundamen-
tal weakness: they are not invariant under changes of the reference frame,
i.e., they are not objective. This has two severe implications: First, the result
depends on the movement of the observer, and second, they cannot track
vortices that are moving on arbitrary paths, which limits their reliability
and usefulness in practice. Objective measures are rare, but recently gained
more attention in the literature. Instead of only introducing a new objective
measure, we show in this paper how all existing measures that are based
on velocity and its derivatives can be made objective. We achieve this by
observing the vector field in optimal local reference frames, in which the
temporal derivative of the flow vanishes, i.e., reference frames in which the
flow appears steady. The central contribution of our paper is to show that
these optimal local reference frames can be found by a simple and elegant
linear optimization. We prove that in the optimal frame, all local vortex
extraction methods that are based on velocity and its derivatives become
objective. We demonstrate our approach with objective counterparts to A,
vorticity and Sujudi-Haimes.

CCS Concepts: « Human-centered computing — Scientific visualiza-
tion;
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1 INTRODUCTION

Vortices are omnipresent features. Even though they have been stud-
ied for centuries, there is still no commonly agreed upon definition
of what a vortex is. Scientists developed numerous definitions that
characterize vortex regions and their corelines in different ways,
but none emerged as ultimate solution. The definition of vortex
concepts together with numerical methods to extract and visualize
them is an active field of research not only in visualization but also
in fluid dynamics, physics, and dynamical systems theory.

Most existing vortex concepts have a fundamental weakness:
they are not invariant under changes of the reference frame. To
illustrate this, consider Fig. 1. We see a simple 2D flow, e.g., a river.
A person observing the flow from a helicopter that stands still (left)
observes a different flow than a person in a helicopter that moves
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pilot view: standing still pilot view: linear path pilot view: swinging path
Fig. 1. Most flow visualization techniques depend on the movement of the
observer, i.e., they are not objective. Here, a line integral convolution (time
slice) and pathlines (black) are shown for three different reference frame
movements: standing still, linearly translating and swinging along a sine
curve—unfortunately, all give different results. We solve this ambiguity by
finding an optimal local reference frame, in which the flow appears steady. In
our optimal frame, all vortex extraction methods that are based on velocity
and Jacobian become objective, including vorticity, A2 and Sujudi-Haimes.

with constant speed (middle). Figs. 1 (lower left) and (lower middle)
show the flows as observed from the two helicopters, i.e., in different
reference frames. A vortex concept that is invariant under such an
equal-speed translation of the reference frame is called Galilean
invariant. Fig. 1 (right) shows the observation of the flow under
an arbitrary movement of the helicopter. A vortex measure that
is invariant under such an arbitrarily moving reference frame is
called objective. Objectivity is a highly desirable property, but most
existing vortex concepts are only Galilean invariant; not objective.

The contribution of this paper is not just another objective vortex
definition. Instead, we propose a generic method that transforms
almost every existing vortex measure into an objective one. The
main idea is to compute a local optimal reference frame for every
point in the domain. Optimal means to have an observed velocity
field that is as steady (i.e., time-independent) as possible in a small
region around the point of interest. After showing that the locally
optimal frame can be computed by a simple linear optimization at
every point, we obtain new objective versions of the velocity, Jaco-
bian and acceleration fields. Then, an existing vortex measure can
be made objective simply by replacing the original fields with their
objective counterparts. We cannot consider all new objective vortex
measures that can be obtained by our method. For the evaluation,
we restrict ourselves to the objective versions of common standard
measures: A, vorticity and Sujudi-Haimes. We compare these with
their original concepts and existing objective measures.

Notation

Given is an n-dimensional (n = 2,3) time-dependent vector field
v(x, t) = v(x,y, [z, ]t). The Jacobian matrix J = (%, %[, %]) con-
tains its spatial derivatives. We denote the temporal derivative as
vy = % and thus acceleration is a = Jv + v;. The Jacobian J can be
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Clebsch maps encode velocity fields through functions. These functions
contain valuable information about the velocity field. For example, closed
integral curves of the associated vorticity field are level lines of the vorticity
Clebsch map. This makes Clebsch maps useful for visualization and fluid
dynamics analysis. Additionally they can be used in the context of simulations
to enhance flows through the introduction of subgrid vorticity. In this
paper we study spherical Clebsch maps, which are particularly attractive.
Elucidating their geometric structure, we show that such maps can be found
as minimizers of a non-linear Dirichlet energy. To illustrate our approach we
use a number of benchmark problems and apply it to numerically given flow
fields. Code and a video can be found in the ACM Digital Library.
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plied computing — Physics;
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1 INTRODUCTION

In his study of the equations of hydrodynamics, Alfred Clebsch
in 1859 proposed what is now known as the Clebsch representa-
tion [Clebsch 1859]. It encodes the fluid velocity field u: M — R3
(M c R3) with the aid of a function ¢ := (A, u, ¢): M — R3, writing

u = Agrad y — grad ¢. (1)

The vorticity vector field w, in turn, is represented by the function
s = (A p): M — R?

w = curlu = grad A X grad p (2)
due to curl(grad) = 0.
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Fig. 1. Visualization of the vorticity field produced by the flapping wings
of a Hummingbird. Flow data and photogrammetrically acquired bird
geometry courtesy Haibo Dong, Flow Simulation Research Group, University
of Virginia [Ren et al. 2016]. See the video at 02:00.

Such “encodings” of velocity resp. vorticity fields are useful for flow
visualization [Kotiuga 1991], analysis [Jeong and Hussain 1995],
simulation [Brandenburg 2010; Cartes et al. 2007; He and Yang 2016;
Yang and Pullin 2010], and enhancement among others. For example,
Eq. (2) implies that pre-images of points, s~!({p}), correspond to
closed vortex lines (integral curves of the vorticity field), and pre-
images of regions, s~1(Q), to vortex tubes (Fig. 1). Similarly, given s on
some computational grid one can add properly aligned turbulence at
the subgrid level through simple manipulations involving s (Fig. 11).

So what’s not to like? There are a number of problems with Clebsch’
original proposal. For example, it can only represent fields with zero
helicity (Thm. 4.1). Moreover, near points of vanishing vorticity,
smooth functions  may not exist, even locally [Graham and Henyey
2000]. These problems can be addressed with generalized Clebsch
maps [Cartes et al. 2007; Graham and Henyey 2000; Zakharov and
Kuznetsov 1997]. Unfortunately, most of these no longer yield a
level set representation for vortex lines. To maintain the latter we
need to replace the range space of s with a surface more general
than R? (and similarly for ¢). Indeed, using the 2-sphere S? for s and
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Fig. 1. We evaluate different simulation methods (left) with user study consisting of pair-wise comparisons with reference (middle). This allows us to robustly

evaluate the different simulation methods (right).

This paper proposes a novel framework to evaluate fluid simulation meth-
ods based on crowd-sourced user studies in order to robustly gather large
numbers of opinions. The key idea for a robust and reliable evaluation is
to use a reference video from a carefully selected real-world setup in the
user study. By conducting a series of controlled user studies and comparing
their evaluation results, we observe various factors that affect the perceptual
evaluation. Our data show that the availability of a reference video makes
the evaluation consistent. We introduce this approach for computing scores
of simulation methods as visual accuracy metric. As an application of the
proposed framework, a variety of popular simulation methods are evaluated.
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1 INTRODUCTION

In science, we constantly evaluate the results of our experiments.
While some aspects can be proven by mathematical measures such
as the complexity class of an algorithm, we resort to measurements
for many practical purposes. When measuring a simulation, the
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metrics for evaluation could be the computation time of a novel
optimization scheme or the order of accuracy of a new boundary
condition. These evaluation metrics are crucial for scientists to
demonstrate advances but also useful for users to select the most
suitable one among various methods for a given task.

This paper targets numerical simulations of liquids; in this area,
most methods strive to compute solutions to the established physical
model, i.e., the Navier-Stokes (NS) equations, as accurately as possi-
ble. Thus, researchers often focus on demonstrating an improved
order of convergence to show that a method leads to a more accu-
rate solution [Batty et al. 2007; Enright et al. 2003; Kim et al. 2005].
However, for computer graphics, the overarching goal is typically
to generate believable images from the simulations. It is an open
question how algorithmic improvements such as the contribution of
a certain computational component map to the opinion of viewers
seeing a video generated with this method.

There are several challenges here. Due to the complexity of our
brain, we can be sure that there is a very complex relationship
between the output of a numerical simulation and a human opinion.
So far, there exist no computational models that can approximate
or model this opinion. A second difficulty is that the transfer of
information through our visual system is clearly influenced not
only by the simulation itself but also by all factors that are involved
with showing an image such as materials chosen for rendering
and the monitor setup of a user. Despite these challenges, the goal
of this paper is to arrive at a reliable visual evaluation of fluid
simulation methods. We will circumvent the former problem by
directly gathering data from viewers with user studies, and we will
design our user study setup to minimize the influence of image-level
changes.

While there are interesting studies that investigate individual
visual stimuli [Han and Keyser 2016] and the influence of different
rendering methods for liquid simulations [Bojrab et al. 2013], our
goal is to calculate the perceptual scores for fluid simulations on
a high-level from animations produced with different simulation
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Fig. 1. We propose a learning-based approach to produce a high-quality HDR image (shown in middle) given three differently exposed LDR images of a
dynamic scene (shown on the left). We first use the optical flow method of Liu [2009] to align the images with low and high exposures to the one with medium
exposure, which we call the reference image (shown with blue border). Note that, we use reference to refer to the LDR image with the medium exposure,
which is different from the ground truth HDR image. Our learning system generates an HDR image, which is aligned to the reference image, but contains
information from the other two images. For example, the details on the table are saturated in the reference image, but are visible in the image with the shorter
exposure. The method of Kang et al. [2003] is able to recover the saturated regions, but contains some minor artifacts. However, the patch-based method of
Sen et al. [2012] is not able to properly reproduce the details in this region because of extreme motion. Moreover, Kang et al’s method introduces alignment
artifacts which appear as tearing in the bottom inset. The method of Sen et al. produces a reasonable result in this region, but their result is noisy since they
heavily rely on the reference image. Our method produces a high-quality result, better than other approaches both visually and numerically. See Sec. 4 for
details about the process of obtaining the input LDR and ground truth HDR images. The full images as well as comparison against a few other approaches are
shown in the supplementary materials. The differences in the results presented throughout the paper are best seen by zooming into the electronic version.

-

Producing a high dynamic range (HDR) image from a set of images with
different exposures is a challenging process for dynamic scenes. A category
of existing techniques first register the input images to a reference image and
then merge the aligned images into an HDR image. However, the artifacts
of the registration usually appear as ghosting and tearing in the final HDR
images. In this paper, we propose a learning-based approach to address
this problem for dynamic scenes. We use a convolutional neural network
(CNN) as our learning model and present and compare three different system
architectures to model the HDR merge process. Furthermore, we create a
large dataset of input LDR images and their corresponding ground truth
HDR images to train our system. We demonstrate the performance of our
system by producing high-quality HDR images from a set of three LDR
images. Experimental results show that our method consistently produces
better results than several state-of-the-art approaches on challenging scenes.

CCS Concepts: « Computing methodologies — Computational pho-
tography;

Additional Key Words and Phrases: high dynamic range imaging, convolu-
tional neural network
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1 INTRODUCTION

Standard digital cameras typically take images with under/over-
exposed regions because of their sensors’ limited dynamic range.
The most common way to capture high dynamic range (HDR) images
using these cameras is to take a series of low dynamic range (LDR)
images at different exposures and then merge them into an HDR
image [Debevec and Malik 1997]. This method produces spectacular
images for tripod mounted cameras and static scenes, but generates
results with ghosting artifacts when the scene is dynamic or the
camera is hand-held.

Generally, this problem can be broken down into two stages: 1)
aligning the input LDR images and 2) merging the aligned images
into an HDR image. The problem of image alignment has been
extensively studied and many powerful optical flow algorithms
have been developed. These methods [Liu 2009; Chen et al. 2013]
are typically able to reasonably align images with complex non-rigid
motion, but produce artifacts in the regions with no correspondences
(see Fig. 2). These artifacts usually appear in the HDR results, which
are obtained by merging the aligned images during the second stage.

Our main observation is that the artifacts of the alignment can be
significantly reduced during merging. However, this is a complex
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Spectral Remapping for Image Downscaling
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(a) Lanczos (b) Oztireli and Gross 2015

(c) Weber et al. 2016

(d) Our Spectral Remapping

Fig. 1. Comparison of various image-downscaling techniques. (left) Reference image. (right) Downscaling to 180 X 144 pixels performed with: (a) Lanczos
filtering followed by resampling using a cubic B-Spline causes structured high-frequency details from the pants, scarf, books, and most of the table cloth to
be removed. (b) The technique by Oztireli and Gross introduces aliasing artifacts in those regions. (c) The technique of Weber et al. removes most of these
high-frequency details, but still exhibits aliasing (e.g., see books). (d) By remapping high frequencies to the representable range of the downsampled spectrum,
our approach retains the structured details. The green plots under the images are the intensity values of the highlighted pixels. The light-blue envelopes show
the horizontally-compressed plot of the reference image. “Barbara” test image attributed to Allen Gersho (public domain). Please zoom in to see the details.

We present an image downscaling technique capable of appropriately repre-
senting high-frequency structured patterns. Our method breaks conventional
wisdom in sampling theory—instead of discarding high-frequency informa-
tion to avoid aliasing, it controls aliasing by remapping such information to
the representable range of the downsampled spectrum. The resulting images
provide more faithful representations of their original counterparts, retain-
ing visually-important details that would otherwise be lost. Our technique
can be used with any resampling method and works for both natural and
synthetic images. We demonstrate its effectiveness on a large number of
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images downscaled in combination with various resampling strategies. By
providing an alternative solution for a long-standing problem, our method
opens up new possibilities for image processing.
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1 INTRODUCTION

Image downscaling is one of the most prevalent image-processing
operations. It is present, for instance, when we (pre-)view images on
the displays of smartphones and digital cameras, or browse photo
collections. Unfortunately, some spatial frequencies found in the

ACM Transactions on Graphics, Vol. 36, No. 4, Article 145. Publication date: July 2017.


https://doi.org/10.1145/3072959.3073670
https://doi.org/10.1145/3072959.3073670

3DTV at Home: Eulerian-Lagrangian Stereo-to-Multiview Conversion

PETR KELLNHOFER, MIT CSAIL and MPI Informatik

PIOTR DIDYK, Saarland University, MMCI and MPI Informatik

SZU-PO WANG, MIT CSAIL

PITCHAYA SITTHI-AMORN, Chulalongkorn University

WILLIAM FREEMAN, MIT CSAIL
FREDO DURAND, MIT CSAIL
WOJCIECH MATUSIK, MIT CSAIL

Phase-based endering (Eulerian)

Beal—timedepth image based

render. (Lagrangian) Ours

F

Fig. 1. Stereoscopic views of multiview content generated from stereoscopic content using our method and two previous approaches. Monocular insets
highlight limitations of the Lagrangian approach when dealing with fuzzy depth edges and ringing artifacts caused by exhaustive input disparities in the
case of the Eulerian approach. Our method successfully avoids such problems and produces outputs visually closest to the original input. Scene copyright: Blender

Foundation (https://orange.blender.org/)

Stereoscopic 3D (S3D) movies have become widely popular in the movie
theaters, but the adoption of S3D at home is low even though most TV
sets support S3D. It is widely believed that S3D with glasses is not the right
approach for the home. A much more appealing approach is to use automulti-
scopic displays that provide a glasses-free 3D experience to multiple viewers.
A technical challenge is the lack of native multiview content that is required
to deliver a proper view of the scene for every viewpoint. Our approach
takes advantage of the abundance of stereoscopic 3D movies. We propose
a real-time system that can convert stereoscopic video to a high-quality,
multiview video that can be directly fed to automultiscopic displays. Our
algorithm uses a wavelet-based decomposition of stereoscopic images with
per-wavelet disparity estimation. A key to our solution lies in combining
Lagrangian and Eulerian approaches for both the disparity estimation and
novel view synthesis, which leverages the complementary advantages of
both techniques. The solution preserves all the features of Eulerian methods,
e.g., subpixel accuracy, high performance, robustness to ambiguous depth
cases, and easy integration of inter-view aliasing while maintaining the
advantages of Lagrangian approaches, e.g., robustness to large disparities
and possibility of performing non-trivial disparity manipulations through
both view extrapolation and interpolation. The method achieves real-time
performance on current GPUs. Its design also enables an easy hardware
implementation that is demonstrated using a field-programmable gate array.
We analyze the visual quality and robustness of our technique on a number
of synthetic and real-world examples. We also perform a user experiment
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which demonstrates benefits of the technique when compared to existing
solutions.
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1 INTRODUCTION

Stereoscopic 3D (S3D) has become much more popular during the
last decade. Today, many movie blockbusters are released in a stereo
format. However, the popularity of S3D in the movie theaters has
not translated to equivalent popularity at homes. Despite the fact
that most current TV sets support S3D and the content providers
offer streaming stereoscopic content, the adoption of S3D at home
remains very low. It is widely believed that the use of stereoscopic
glasses is not practical in a home setting [Chinnock 2012], and we
believe that the right approach to S3D at home is to use automul-
tiscopic displays that provide a glasses-free, 3D stereoscopic expe-
rience to multiple viewers. These displays are rapidly improving
due to the industry drive for a higher and higher display resolution
(e.g., even current 4K UHD displays can be easily converted to a
3D automultiscopic display with 8 views and an HD spatial reso-
lution). However, using these displays presents one fundamental
challenge — while there is plenty of stereoscopic content available,
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